Individualised cost-effectiveness analysis in risk-based screening: practical and ethical?

05/12/2015

Christopher Sampson¹, Marilyn James¹, David Whynes²

1. School of Medicine, University of Nottingham

2. School of Economics, University of Nottingham

Abstract

Personalised medicine presents the opportunity to improve outcomes by accounting for patient heterogeneity and providing individualised care. However, this raises practical and ethical dilemmas and is a challenge for health economists. We argue that there is one form of personalised medicine - risk-based screening - that can be practically and ethically implemented. A relationship exists between an individual's risk of disease onset and the cost-effectiveness of screening them for that disease. The expected cost-effectiveness of screening is likely to have a positive relationship with an individual's level of risk. Assuming that risk increases with time, intervals for recurrent screening should be shorter for people with a higher level of risk. We demonstrate that, by including individual risk in net benefit calculations, it is possible to estimate individualised cost-effectiveness results. These can be used to optimise policy by selecting the shortest screening recall period at which net benefit is positive, according to an individual's level of risk. By using a risk calculation engine and automatic generation of invitations to screening, such a programme is implementable. We consider different approaches to risk-based screening and their ethical implications, with particular reference to non-discrimination and allocation according to need. We argue that non-discrimination rules should not apply to individual risk in the case of screening because screening itself does not confer health benefit. Risk-based screening can operate within existing standards of distributive justice and the prevailing philosophy of health economics. We discuss implications for personalised medicine and individualised cost-effectiveness analysis more broadly.

Health Economists’ Study Group meeting, Manchester, January 2016
Introduction

Screening programmes can improve people’s longevity and quality of life, and can be cost-saving for health services in the long run. However, it is unlikely that all of these goals could be achieved in a publicly funded programme without rationing and setting eligibility criteria. As such, screening programmes tend to discriminate based on individuals’ characteristics - such as age and sex - and implement limited use criteria accordingly. The challenge of capturing heterogeneity of treatment effects is a long standing issue [1]. In economic evaluations, the issue is even more pronounced [2]. Although accounting for patient heterogeneity is a means of improving outcomes [3], it is rarely considered in economic evaluations [4].

Screening is one field in which efforts are being made to acknowledge heterogeneity and to differentiate care accordingly. It is now possible to use algorithms to estimate an individual’s risk of disease onset, and the use of such tools has become known as ‘predictive medicine’. Recently there have been calls for individualised screening and assertions that, in the future, a greater emphasis must be placed on risk-based screening [5–15]. In risk-based screening, individuals are only invited to attend screening if their risk of disease onset is deemed sufficiently high. Such an approach offers potential for improved outcomes and lower costs compared with standardised programmes, but presents new challenges.

One challenge for risk-based screening is to appropriately define limited use criteria; the grounds on which people should or should not be invited to screening. Additionally, it might also be necessary to differentiate the frequency of screening based on risk. Both individual risk and time are continuous and therefore infinitely divisible. As such, an optimal screening programme could lie anywhere between the extremes of no screening for anybody to constant screening for the entire asymptomatic population. In this study we present a means of setting optimal criteria for risk-based screening using cost-effectiveness analysis (CEA). We discuss some of the practical and ethical challenges presented by such an approach and argue that risk-based screening can improve the effectiveness, efficiency and fairness of screening programmes.

Motivating example

The need for a rational and optimal approach to risk-based screening became clear through our work with an ongoing study of risk-based screening for diabetic retinopathy; the ISDR study [16]. The purpose of the ISDR study is to develop and evaluate a programme of personalised risk-based screening for diabetic retinopathy in Liverpool, UK. The study includes a large randomised controlled trial [17] and model-based economic evaluation [18].
Diabetic retinopathy is the leading cause of blindness among the working age population in England [19], and has been shown to negatively impact individuals’ quality of life [20–22]. In the UK, the NHS Diabetic Eye Screening Programme (NHSDESP) has determined that all people with diabetes over the age of 12 should be invited for eye screening annually. There is good evidence for the cost-effectiveness of this screening programme for detecting disease and preventing loss of vision [23]. However, the implementation of an annual screening interval was based on expert opinion rather than empirical evidence. Recently, a large number of studies have identified that individuals with a low risk of developing sight-threatening retinopathy are being screened with unnecessary frequency [24–36].

A number of efforts have been made to ‘optimise’ screening intervals for diabetic retinopathy. Aspelund et al. developed a model based on a fixed number of diagnoses across screening intervals [37]. Their model suggested that optimal screening intervals range from 6 to 60 months, dependent on an individual’s level of risk. Van der Heijden et al. recently sought to validate Aspelund et al.’s model using Dutch data [38]. The authors found that the model enabled a 23% reduction in screening frequency compared with biennial screening, and a 61% reduction compared with annual screening, and suggested that the use of such a model could help reduce the costs of diabetes care. Mehlsen et al. adopted a similar method, using a fixed risk margin of 0.5% chance of event [39]. They used multiple logistic regression to find the optimal screening interval for low-risk diabetic retinopathy patients, and found that screening intervals should be extended for most low-risk individuals. Using a discrete event simulation, Day et al. found that the risk of vision loss increased as the screening interval was extended from 1 to 5 years [40], though the authors assert that extending the interval from 1 to 2 years is safe. Similarly, Chalk et al. found that extending the screening interval for low-risk individuals was a cost-effective strategy [41]. Davies et al. suggested that simulation methods could be used to stratify individuals based on their risk level, and that screening levels could be adjusted accordingly, but the authors believed this to be impractical [42]. These studies did not define optimality in terms of cost-effectiveness. Scanlon et al. recently sought to ‘optimise’ the screening interval in terms of cost-effectiveness, but only within a restricted set of pre-specified options; all of which might be suboptimal [24].

The ISDR study is concerned with using information about an individual’s risk to differentiate the frequency of recall for screening for diabetic retinopathy. A possible outcome in the near future is that individuals will be stratified into a number of groups based on their level of risk as estimated by a risk calculation engine. However, screening programmes could be individualised on a per-person basis and could be specifically tailored to the individual.

The risk estimation process makes it possible to define subgroups based on individual risk level and to apply limited use criteria as outlined by Coyle et al [43]. Thresholds might be defined in a number of
ways, such as acceptability, safety, affordability or cost-effectiveness. However, to define clinically meaningful subgroups based on individual risk is not a simple task. Given the interval properties of individual risk, we do not believe it possible. In this study we demonstrate a means of identifying optimality within an individualised risk-based screening programme that does not require arbitrary definition of subgroups. The application of clinically meaningless risk thresholds has ethical implications that will be discussed later in this article.

Individualised cost-effectiveness analysis

Risk-based screening might be based on risk cohorts, such as low-, medium- and high-risk subgroups. In this case, limited use criteria can be determined using stratified cost-effectiveness analysis, as developed by Coyle et al. [43]. Stratified CEA estimates the net benefit of an intervention within subgroups as

\[ NB_i = \lambda(E_{1i} - E_{0i}) - (C_{1i} - C_{0i}) \]  

Equation 1

where \( NB_i \) is the net monetary benefit of the intervention within subgroup \( i \), \( E_{1i} \) and \( E_{0i} \) are the outcomes for subgroup \( i \) in the treatment group and the comparator group respectively, \( C_{1i} \) and \( C_{0i} \) are the costs for subgroup \( i \) in the treatment group and the comparator group respectively, and \( \lambda \) is the willingness to pay threshold per unit of outcome. Stratified CEA can be used to determine limited use criteria, such that

\[ TNB = \sum_i NB_i \quad \forall i \quad \text{where } NB_i > 0 \]  

Equation 2

where \( TNB \) is the total net monetary benefit. However, there is not likely to be any reasonable basis on which to define risk groupings. Any threshold between low-, medium- or high-risk can only be arbitrary. Stratified CEA can only be used where it is possible to define clinically meaningful subgroups. Where thresholds are based on an estimated level of risk, this is not possible.

Individualised cost-effectiveness analysis involves the estimation of expected costs and outcomes (and their combination) at the individual level, rather than the aggregate for a population or subgroup. It can be implemented as a generalisation of stratified CEA. Individualised CEA involves the use of stratified CEA under two real-world conditions. Firstly, in individualised CEA the number of potential subgroups tends to infinity, such that: \( \lim_{i \to \infty} \). Secondly, the size of subgroups tends to 1, such that: \( \lim_{N_i \to 1} \) where \( N_i \) is the size of subgroup \( i \).
Practically, stratified CEA (in its original form) does not require any major adjustment to the form of standard clinical and economic evaluation. Its principal requirement is that data must be available from a sufficiently large sample to detect differences in costs and outcomes within subgroups, and that those alternative interventions can be tested within subgroups. However, individualised CEA cannot satisfy this requirement because of the two conditions outlined above. One can never observe the counterfactual costs and outcomes where the sample size is equal to one, and therefore cannot estimate incremental effects. Therefore, individualised CEA appears to be impossible in practical terms. Further assumptions will be necessary in order to operationalise an individualised CEA approach.

**Individualisation factors**

Here we refer to the top-level factors that determine whether or not an intervention is deemed cost-effective. These are:

1. Probabilities,
2. Costs,
3. Outcomes,
4. Willingness to pay.

Each of these might be heterogeneous across individuals\(^1\). Individuals are defined by an infinite number of characteristics. Some of these will be observable and will influence the expected costs and outcomes associated with a treatment. The relationship between individual characteristics and the four factors of cost-effectiveness can be estimated and used to predict the expected cost-effectiveness of treatment for an individual. Given a large enough sample, an estimate of the true cost-effectiveness of treatment could be estimated for each individual as shown in Equation 3:

\[ NB_i = \lambda_i (E_{i1} - E_{i0}) - (C_{i1} - C_{i0}) \]  

Equation 3

Where patient level data are available, it is likely that costs and outcomes can be observed for each individual \(i\). However, randomised trials are not likely to be large enough to elicit such relationships and it might instead be possible to use aggregate data within a modelling framework. Although the challenge of observing the counterfactual remains, there are now methods by which incremental costs and effects might be estimated for each individual. The analyst might for example use conditional average (CATE) or person-centred (PeT) treatment effects [44]. Existing regression-based approaches to CEA could prove valuable in carrying out individualised CEA.

The use of aggregate data from epidemiological or other observational studies is common in economic evaluation in health care, often being used for parameters in decision analytic models. It would be

---

\(^1\) Willingness to pay for the outcome of interest is not usually considered a source of heterogeneity and such considerations are often dispatched to the realm of equity analysis. Equation 3 clearly shows that such simple 'equity' concerns can very easily be considered a matter of efficiency analysis.
possible to carry out multifactorial individualised CEA using aggregate level data. For example, multiple trials may have been carried out which might demonstrate a relationship between outcomes and age, and between costs and employment status. These relationships could be incorporated into an individualised CEA.

In some cases it may be desirable to include just one factor in individualised CEA. In this case, only one factor is allowed to alter across individuals and to determine cost-effectiveness at the individual level. In this study we focus on the single factor of individual risk, which is a probability within the estimation of cost-effectiveness. We use the word risk in the absolute sense of an individual’s hazard rate or hazard function. That is, an individual with a given set of characteristics, at any moment in time, can be ascribed a hazard rate representing the probability that an event - e.g. disease onset - will occur. Prediction models or ‘risk engines’ for disease are becoming available in an increasing number of fields [45].

There is a link between individual risk of disease onset and the cost-effectiveness of screening for that disease, which has been implicitly recognised in practice but not explicitly demonstrated in the academic literature. Below we demonstrate the nature of this relationship and present a basis on which to use individualised CEA in risk-based screening.

**Optimising risk-based screening**

Within screening programmes, an individual’s screening outcome is not random; the probability of screening positive is dependent on a set of (observed or unobserved) risk factors. Through analysis of these risk factors it is now possible, in many cases, to estimate an individual’s risk of developing a disease within a given period of time. If we seek to maximise an individual’s health, the extent to which a screening programme can be beneficial depends on the effectiveness of treatment or care following a positive screen. If an individual is more likely to screen positive it is more likely that they will receive the intended benefits of screening. As such, it is clear that individuals with different risk levels will experience heterogenous benefits from screening.

The use of risk-based thresholds and patient stratification is well-established [46]. A number of cost-effectiveness analyses of screening programmes that take account of individuals’ risk factors have been carried out as illustrated by the following. Using a Markov model to evaluate colorectal cancer screening, Dan et al. found that selective screening, based primarily on an individual’s age, was more effective than standardised screening [47]. Similarly, Lansdorp-Vogelaar et al. found a small benefit associated with individualised colonoscopy screening [48]. Also using decision modelling methods, Round et al. found that the most cost-effective screening method for gestational diabetes mellitus depended on a woman’s individual risk of disease [49]. Similarly, Aus et al. found that screening intervals for prostate cancer should be individualised based on prostate-specific antigen levels [50].
The expected incremental costs and outcomes of screening, at the individual level, are dependent on at least two binary probabilities; whether the individual has a given disease and whether they are screened positive or negative. Accounting for the specificity (false positive rate) and sensitivity (false negative rate) of the screening test, this means there will be four possible outcomes for an individual who is screened and two for an individual who is not. Figure 1 shows these six possible screening pathways, which are widely applicable to screening programmes generally.

**Figure 1: Screening pathways**

<table>
<thead>
<tr>
<th>Pathway</th>
<th>Probability</th>
<th>Cost</th>
<th>Expected cost</th>
<th>Outcome</th>
<th>Expected outcome</th>
</tr>
</thead>
<tbody>
<tr>
<td>Screening</td>
<td></td>
<td></td>
<td></td>
<td></td>
<td></td>
</tr>
<tr>
<td>1</td>
<td>( r(1 - \beta) )</td>
<td>( C_S )</td>
<td>( r(1 - \beta)C_S )</td>
<td>( E_S )</td>
<td>( r(1 - \beta)E_S )</td>
</tr>
<tr>
<td>2</td>
<td>( r(\beta) )</td>
<td>( C_S )</td>
<td>( r(\beta)C_S )</td>
<td>0</td>
<td>( r(\beta)0 )</td>
</tr>
<tr>
<td>3</td>
<td>( (1 - r)(\alpha) )</td>
<td>( C_S )</td>
<td>( (1 - r)(\alpha)C_S )</td>
<td>0</td>
<td>( (1 - r)(\alpha)0 )</td>
</tr>
<tr>
<td>4</td>
<td>( (1 - r)(1 - \alpha) )</td>
<td>( C_S )</td>
<td>( (1 - r)(1 - \alpha)C_S )</td>
<td>0</td>
<td>( (1 - r)(1 - \alpha)0 )</td>
</tr>
<tr>
<td>Total</td>
<td>1</td>
<td>( C_1 )</td>
<td></td>
<td></td>
<td>( E_1 )</td>
</tr>
</tbody>
</table>

| No screening |       |      |               |         |                 |
| 5           | \( r \)  | 0    | \( r0 \)      | 0       | \( r0 \)        |
| 6           | \( 1 - r \) | 0   | \( (1 - r)0 \) | 0       | \( (1 - r)0 \)  |
| Total       | 1       | \( C_0 \) |               |         | \( E_0 \)       |

In demonstrating the relationship between individual risk and the cost-effectiveness of screening, we adopt four simplifying assumptions:

1. A true positive outcome (i.e. pathway 1 in Figure 1) is the only outcome of value
2. The value of a true positive outcome is constant across cohorts
The incremental cost of screening is constant across cohorts.

Individual risk is equal to the true probability that disease is present.

Table 1 shows the expected costs and outcomes associated with each pathway under these assumptions. The expected incremental cost and effect of screening is shown by

\[
C_i - C_0 = \sum_{k=1}^{4} (\text{Prob}(k) \times C(k)) - \sum_{k=5}^{6} (\text{Prob}(k) \times C(k)) \quad \text{Equation 4}
\]

\[
E_i - E_0 = \sum_{k=1}^{4} (\text{Prob}(k) \times E(k)) - \sum_{k=5}^{6} (\text{Prob}(k) \times E(k)) \quad \text{Equation 5}
\]

where \( k = 1, 2, \ldots 6 \) refers to the possible pathways shown in Figure 1. Simplified, these expressions allow for an ICER to be estimated for an individual as

\[
\text{ICER}_i = \frac{C_i}{(1-\beta)E_i} \quad \text{Equation 6}
\]

where \( C_i \) is the cost of screening, \( \beta \) is the false negative rate of the screening test, \( r_i \) is the risk of disease onset for individual \( i \) and \( E_i \) represents the value (here assumed equal to 1) of a true positive screening outcome. This expression can be presented in terms of net monetary benefit as

\[
\text{NB}_i = \lambda(1-\beta)r_iE_i - C_i. \quad \text{Equation 7}
\]

Here we assume a true positive screen \( (E_i) \) to be beneficial and fixed across risk levels. \( C_i \) only includes the cost of screening; the sunk cost associated with risk estimation and the cost of treatment are not included. Under our assumptions the cost and outcomes in pathways 3 and 4 are equivalent, meaning that the false positive rate \( (\alpha) \) does not influence the ICER. This means that the relationship between individual risk \( (r) \) and the expected incremental benefit of screening is positive and linear. Similarly, if we assume that the cost of screening is positive and constant across risk levels, a higher level of risk \( (\text{ceteris paribus}) \) will be associated with a lower ICER. As such, the relationship between an individual’s risk of developing a disease and the expected cost-effectiveness of screening them must be positive.

Note that equations 6 and 7 are not necessarily generalisable, and could simplify to different expressions if the cells in Table 1 were changed. It is the process of defining them that is generalisable. They are presented to illustrate the relationships between the variables under our assumptions.

These expressions can be used to stratify screening in at least two ways: i) by setting an optimal threshold for screening; above which an individual is offered screening and below which they are not
and ii) by setting an optimal recall period for each individual. Later we will see that these approaches are equivalent in theory, if not in practice.

We can use the net benefit approach to estimate whether, at a given level of willingness to pay per true positive screen, it is cost-effective to screen an individual with a given level of risk. In order to do this, we need simply solve equation 7 for \( r \) where net monetary benefit equals zero, such that:

\[
\begin{align*}
\frac{d}{dr} = \frac{C_2}{r \ln(1+r)} = 0
\end{align*}
\]

Equation 8

This indicates the minimum level of risk at which individuals should be screened, and thus defines a threshold.

In an optimised programme, the time to next screen would be decided following each negative screening outcome, rather than a screening frequency being defined at an arbitrary time point. The incremental cost-effectiveness of subsequent screens can be characterised in the same way as the first; the decision process is the same, but the inputs may have changed. The relationship rationalises to that already discussed.

For some programmes it will be more useful to estimate an optimal recall period for an individual at a given point in time, rather than to define a minimum level of risk for population screening. In order to achieve this, it is first necessary to decide on the lowest practical screening interval; a clinic may have the administrative capacity to recall individuals on a weekly, monthly or yearly basis. Maintaining our earlier assumptions, and assuming that individuals’ hazard ratios are estimated based on a time at risk (\( T \)) of 1 year and that screening clinics are capable of recalling individuals for screening on a weekly basis, we can estimate the recall time at which net monetary benefit becomes positive. This is simply a matter of estimating the cost-effectiveness of screening an individual at various periods of recall, accounting for the fact that risk increases in time. The optimal recall period, in terms of cost-effectiveness, can be found by solving for \( NMB = 0 \) at any given level of individual risk. The optimal recall period for an individual can be established in 3 steps:

1. assuming a constant average rate of disease onset, convert the individual’s estimated level of risk to an instant rate using the formula \( r = \frac{\ln(1+\hat{r})}{T} \),
2. convert the individual’s instant rate back to the risk associated with the minimum feasible interval (\( f \)) using the formula \( \hat{r} = 1 - \exp^{-r(\frac{T}{f})} \),
3. select the recall period (\( p \)) such that net monetary benefit is at its lowest possible positive value, where \( r \) is replaced with \( \hat{r} \).

Because \( r \sim \hat{r} \), the risk threshold associated with the optimal recall period will be approximate to that found at the programme level.
An example of individualised CEA in risk-based screening

We present a stylised application of our framework for risk-based screening using aggregate data relating to the NHSDESP. We use reported figures from a CEA of systematic photographic screening compared with opportunistic screening [51], though we assume that the study compared systematic screening with no screening for the sake of the demonstration. The authors estimate prevalence to be 14.1%, but that only 4 in 5 people attend screening. Here we assume that attendance in the study was 100%. The primary outcome is cost per true positive screen. These examples are simplified, and as such the findings are not designed to inform policy.

Table 2: Model parameters

<table>
<thead>
<tr>
<th></th>
<th>mean</th>
<th>standard error</th>
</tr>
</thead>
<tbody>
<tr>
<td>$\alpha$</td>
<td>0.49</td>
<td>0.016</td>
</tr>
<tr>
<td>$\beta$</td>
<td>0.02</td>
<td>0.003</td>
</tr>
<tr>
<td>$C_S$</td>
<td>£21</td>
<td>2*</td>
</tr>
<tr>
<td>$E_S$</td>
<td>1*</td>
<td>N/A</td>
</tr>
<tr>
<td>ICER</td>
<td>£209</td>
<td>N/A</td>
</tr>
</tbody>
</table>

*Assumed.
*the outcome is true positive screening result

Table 2 shows figures provided by James et al. for screening for diabetic retinopathy, which we use to populate Equation 7. The CEA is individualised based on the single factor of individual risk of disease onset, in the way described above. In order to demonstrate the individualised CEA approach - including probabilistic sensitivity analysis - we use the parameters in Table 2 to simulate 100 sets of net benefit estimates for individual risk values from 0 to 1 and willingness to pay values from £0-500.

It is possible to demonstrate a relationship between individual risk, willingness to pay per true positive screening outcome, and the probability of cost-effectiveness. The resulting 3-dimensional cost-effectiveness acceptability surface is shown in Figure 2.

Figure 2: Risk/cost-effectiveness acceptability curve
For any given willingness to pay value, a risk-based CEAC can be created. Figure 3 shows the probability that screening is cost-effective across risk levels for a selection of willingness to pay values.

Figure 3: Risk-acceptability curves

Equivalent curves can be estimated for recall periods (recall-acceptability curves) for any given level of risk and willingness to pay threshold.
Individual risk as an approximation of need

Ethical concerns might represent a barrier to accounting for heterogeneity in resource allocation decisions [4]. These concerns can be addressed in the case of risk-based screening, because individual risk should be understood as an approximation of need and therefore an appropriate basis for rationing.

In order to ensure fairness in risk-based screening, we propose two requirements, which are demonstrated in the examples above: i) individualised CEA should use average costs and benefits from the population and ii) screening should be personalised only on the basis of individual risk.

Defining need for screening

A popular interpretation of health care need in resource allocation is as ‘capacity to benefit from cost-effective care’ [52]. This interpretation is particularly pertinent to screening, for which current ill health cannot be used to define need. Furthermore, an interpretation that allows for some needs to go unmet within an equitable system is necessary because screening is delivered to asymptomatic individuals. It could prove infeasible to meet the needs of many who may stand to gain extremely small potential benefits from screening.

The World Health Organisation definition of screening incorporates the requirement that effective treatment be available for those screening positive [53]. For many diseases, the majority of the population will have a probability of screening positive that is greater than zero. From the perspective of the analyst, if the distribution of risk in the population is unknown, the entire asymptomatic population has a capacity to benefit from screening. Many individuals might have a negligible probability of screening positive and therefore a small capacity to benefit from screening. To understand such low-risk people as having a ‘need’ for screening - even if universal screening is affordable - is not a useful interpretation and cannot inform a fair or efficient allocation of resources. Instead, for the case of screening, we should consider two levels of need.

The first level of need we refer to as ‘treatment need’. This is the definition of need with which we are familiar; the capacity to benefit from cost-effective treatment for those with the disease. It can be measured in terms of health benefits, such as quality-adjusted life years. The purpose of screening is not to satisfy this need but to assess it. Screening is a means of obtaining more information about a person’s health state; analogous to a physician consultation or a diagnostic test.

The second level of need we refer to as ‘screening need’, which can be interpreted as an intermediate or instrumental capacity to benefit. Screening tests are not designed to confer direct causal health benefit.
Although the results of screening tests might influence quality of life, they are not usually valued in these terms. Rather, their purpose is to identify people who have a capacity to benefit (treatment need) and this is the information provided by a true positive screening outcome. An individual’s intermediate capacity to benefit from screening should therefore be understood as the probability that they will have a true positive screening outcome following a screening test. Individual risk of disease onset - as estimated by a risk calculation engine - should be used as an approximation of an individual’s screening need.

Though we present two definitions of need, screening should still be evaluated in terms of overall capacity for health benefit. This is because - following our first requirement - treatment need is assumed to be fixed across risk levels, while screening need is a function of risk. Therefore, overall need ought to be estimated by multiplying treatment need (measured as health benefit) and screening need (a probability). This function is vital if screening programmes are to be evaluated against other possible spending options.

Risk discrimination is non-discriminatory

Only the probabilities of different screening outcomes should differ across individuals when carrying out individualised cost-effectiveness analysis. In the allocation of resources, it is important to maintain a non-discriminatory approach. Generally, this approach is adopted by the National Institute for Health and Care Excellence in the UK [54]. Yet screening has to some extent been exempt from fairness concerns; many programmes discriminate based on age and sex. This is likely because rationing in screening is seen as necessary, even though adequate need-based criteria for rationing have not been developed.

Even if non-discrimination ought to apply to treatment need, it does not follow that all people should be eligible for screening. Rather, rationing on the grounds of an individual’s screening need should take place. Individual risk is a supra-personal characteristic that should not in itself hold moral weight. To distinguish between individuals based on their risk levels is not equivalent to doing so based on age, sex or race². An individual’s risk of disease onset is determined by population-level dynamics; hazard rates are elicited from large samples. Estimates are based on the optimal statistical specification and should not be influenced by human bias and normative assumptions.

Decision-makers should not bear the same moral responsibility to provide screening to all those with a capacity to benefit, because the role of screening is to provide information rather than health improvement.

---

² Though it should be noted that existing screening programmes do discriminate on such characteristics and therefore do not satisfy usual non-discrimination rules.
If screening is personalised exclusively on the non-discriminatory basis of individual risk (our second requirement), proportionality is maintained in the distribution of expected health care. That is, the expected immediate benefit of screening is equal across all people. If the expected benefit of a true positive screening outcome is held constant across all levels of risk (our first requirement), we can assert that capacity to benefit increases linearly with risk. Therefore, the capacity to benefit from screening (screening need) for an individual with a 5% risk of disease onset is double that of an individual with a 2.5% risk of disease onset.

A risk-based screening programme of the type described above allocates screening to all people with capacity to benefit from cost-effective care. Consequently, the threshold defined by our approach can be reinterpreted as a need-based threshold. If individual risk is understood to be an approximation of screening need, risk-based screening increases both horizontal and vertical equity. People with equivalent screening need receive equivalent screening. Where screening need differs between people, the frequency of screening differs proportionally.

Individualised risk-based screening could be more efficient and more equitable than either a standardised programme or a stratified programme. This can be illustrated by an example contrasting a standardised (current) approach to screening with a risk-based screening programme. Consider a standardised screening programme for which all men over 65 are eligible\(^3\). Whatever the disease, it is highly unlikely that age is the only risk factor. It is probable that there are many identifiable pairs of 60 year olds and 70 year olds who have the same level of risk. Within these pairs, the 60 year olds likely have a greater life expectancy and therefore a greater capacity to benefit from treatment (treatment need). Non-discrimination implies that we ought not allocate resources on such criteria and the 60 year olds would not be judged to have a greater right to treatment than the 70 year olds. There seem to be no grounds in terms of either efficiency or fairness on which to offer screening to the 70 year olds but not the 60 year olds. Yet this is what would happen within the standardised screening programme described. Within a risk-based screening programme, people with equivalent risk would have equivalent eligibility. Inefficient and inequitable outcomes would only result from imprecision in the risk calculation engine.

**Discussion**

Cost-effectiveness analysis has to date been based only on costs and outcomes at the aggregate level. This is ethically convenient as it prevents discrimination against those who experience either higher costs or lower benefits from treatment because of their personal characteristics. Screening programmes do, however, discriminate on such characteristics.

\(^3\) This example corresponds to the NHS abdominal aortic aneurysm screening programme.
In this study we have presented a means of estimating cost-effectiveness at the individual level based on particular factors. Such an approach to cost-effectiveness analysis can be used to guide the allocation of resources in risk-based screening and to achieve optimality in terms of both efficiency and equity.

It is likely to be important to relax the assumptions we set out above. Our first assumption - that a true positive screening is the only outcome of value - is not likely to hold true. For example, it is likely that a true negative outcome will be preferred to a false positive. There are also likely to be costs associated with a false positive that are not incurred with a true negative. A more realistic approach would be to associate different costs and outcomes (ideally measured as quality-adjusted life years) with each screening pathway. As such, the inputs to the ICER calculation (i.e. the figures shown in Table 1) would be adjusted. Taking such an approach will be crucial, particularly given the detrimental effects of overdiagnosis.

Our second and third assumptions relate to the consistency of costs and outcomes across risk levels. For the reasons outlined above, we do not believe that differential costs and outcomes ought to be taken into account where these costs and outcomes relate to treatment following screening. Nevertheless, relaxing this assumption would be possible by determining relationships between the inputs to the ICER calculation.

Regarding our fourth assumption, a risk engine is likely to produce an estimate of probability within a given margin of error. Furthermore, accuracy of the risk engine might vary by risk level, and this might also need to be accounted for in the model.

Individualised CEA can be computationally expensive due to the increase in dimensionality. Even our simple example of unifactorial individualised CEA required the generation of 1,000,000 data points.

Calculating individual risk enables better definition of the basis on which to distribute care by giving us a more accurate understanding of individual need. Risk-based screening can improve both vertical and horizontal equity; a programme in which people of equivalent risk receive equivalent screening has been described as being in line with expectations of justice [55]. A risk-based screening programme that satisfies our requirements can be interpreted as egalitarian because everybody with a given level of need is treated equally.

Risk-based screening programmes that use risk calculation engines to differentiate screening recall periods and to determine limited use criteria are feasible in practice, as being demonstrated in ongoing research. However, decision rules for determining treatment thresholds and optimal regimes are not clearly defined. Here we have introduced an approach to optimising risk-based screening on the basis of
cost-effectiveness, and have demonstrated that such an approach can be both more effective and more equitable than standardised screening programmes.

Acknowledgments

We would like to thank attendees at the Personalised Medicine and Resource Allocation conference at University of Oxford, where some of this work was discussed, for their helpful comments. Financial support for this study was provided in part by a grant from the National Institute for Health Research. The views expressed in this publication are those of the authors and not necessarily those of the NHS, the NIHR or the Department of Health.

References


intervals for diabetic retinopathy. Diabetologia 56:2147–2152


